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Summary 
Aletheia AI supports the National AI Research Resource (NAIRR) Task Force in its strategic aim 
of ensuring AI systems remain safe and secure. As an organization with deep expertise in AI 
R&D, AI safety, and AI policy, we assess that the imbalance in R&D funding for AI capabilities 
and AI safety poses strategic and economic risks to U.S. innovation. As of 2021, global R&D for 
AI safety was less than 1 percent of all AI R&D funding. 

The lack of AI safety products will likely cause a major slowdown in the adoption of trustworthy 
AI systems, particularly as AI systems are deployed in physical systems at scale. As a result, 
continued U.S. leadership in AI will increasingly become a function of U.S. leadership in AI 
safety. We urge the NAIRR TF to take an even greater leadership role in AI safety by 
considering the following two recommendations:

Recommendation 1: Establish a National Center for AI Safety 
Research 
If the United States Government could take just one step to help ensure U.S. leadership in AI, 
then we recommend establishing and funding a National Center for AI Safety Research Center 
(NCAISR). This Center would perform the vital public service of coordinating and directing 
national research investments in the precise area where the private sector is not yet investing. 
AI safety is in its infancy and early steps by the government could really shape and drive the 
field’s development consistent with the public interest.  

In support of NAIRR strategic aims 1, 3, 4, and 6, the Center could increase the safety of 
advanced AI systems, evaluate and develop mitigations for the malicious use and accident risks 
of AI capabilities, and help augment the limited private sector investment in AI safety research. 
Such steps would contribute directly to public safety and security. Appendix 2 gives a list of 
promising research directions in AI safety that NCAISR could contribute to. 

The NCAISR’s mission could be to: 

1. Conduct research into advanced AI safety and AI alignment, both independently and in 
collaboration with leading academic and industry AI labs; 

2. Conduct research into the effectiveness of published or proposed AI safety and AI 
alignment solutions; and 

3. Establish grant programs for universities, academic research groups, and independent 
researchers pursuing research into advanced AI safety and AI alignment. 
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Recommendation 2: Stimulate training and human capital 
building in AI safety and related fields 

The United States must continue to grow its workforce capacity in all relevant STEM and 
interdisciplinary fields, including across AI. This is especially the case for AI safety and AI 
alignment, specialized subjects which face a shortage of domain experts relative to the effort 
needed to secure current and future AI systems. AI safety — as distinct from AI ethics — is the 
scientific discipline dedicated to minimizing accident and malicious use risk from powerful AI 
systems (see Appendix 1). AI alignment is the sub-field of AI safety research dedicated to 
understanding and mitigating risks from future AI systems whose capabilities may rival or 
surpass those of humans across a broad range of tasks. The field of AI alignment is particularly 
underinvested by the private sector: we estimate that there are currently fewer than 100 AI 
alignment researchers worldwide.

To address these education gaps, the government can direct investment towards academic 
programs in AI safety and AI alignment. This may include degree programs, academic awards, 
and new competency requirements for AI safety and advanced AI risk, consistent with NAIRR 
strategic aims 1, 4, and 7. 

We believe that the government can continue to deepen its investments in U.S. human capital 
by supporting the establishment of degree and training programs in AI safety and AI alignment 
research. This effort could involve: 

1. Establishing and coordinating AI safety training programs; 
2. Funding universities to establish degree programs in AI safety and AI alignment; and 
3. Establishing new competency requirements for AI safety as part of computer science, 

AI, and digital engineering workforce efforts. 

Appendix 1: AI safety 

Although problems in AI ethics have received significant attention from the public and private 
sectors, far less policy attention and research funding have been devoted to addressing these 
AI safety risks. There are three broad categories of AI risk:

1. Malicious use. Malicious use risk refers to the risk that bad actors may use advanced AI 
systems to undermine U.S. interests at ever-lower costs and in novel ways. In particular, 
humanlike text generation, photorealistic image generation, automated code 
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generation, and real-time decision-automation systems each offer new attack vectors. 
AI’s open-source culture lends itself to the rapid proliferation of powerful capabilities. In 
the wrong hands, these capabilities expose our democratic process, security, and 
economic interests to threats at a scope and scale never before seen. We assess that 
malicious use risk is the dominant source of AI risk. We expect this to remain the case 
for the next 1-5 years. 

2. Accident. Accident risk increases as AI is deployed in safety-critical physical systems 
such as flight software and autonomous vehicles. As ever-greater segments of our 
national infrastructure are managed with AI, the impact of accidental failures escalates. 
We expect accidents to become the dominant source of AI risk within 1-5 years. 

3. Alignment. Alignment refers to the technical challenge of ensuring that the most 
advanced AI systems behave in a way that reflects their programmers’ intentions. 
Advanced AI systems often use dangerously creative strategies to achieve their 
programmed goals. These strategies can be impossible to anticipate and difficult to 
detect, occasionally deceiving their programmers into believing that the systems that 
employ them are functioning properly when they are not. As future AI systems become 
more capable and creative, an increasing body of evidence suggests that they may 
exhibit dangerous behaviors. These behaviors may become so dangerous that they lead 
to catastrophic outcomes, given that there is no fundamental limit to the capabilities of 
the most powerful AI systems. We expect alignment risk to become the dominant 
source of AI risk within 3-10 years. 

Appendix 2: research areas in AI safety and AI alignment 

Additional funding in AI safety and alignment research could accelerate AI adoption in the next 
5-10 years. There are several promising research directions in AI safety and AI alignment 
already, and many of the research directions focused on today’s malicious and accident risks 
would also inform AI alignment risk mitigation in the future. These research areas include: 

1. Robustness. Robustness research aims at ensuring that AI systems are trained and 
evaluated in contexts that closely resemble their real-world deployment conditions. The 
idea is to ensure that an AI is not placed in a context in which its behavior has not been 
characterized during its development phase, so that it does not take unexpected 
actions. There are two kinds of robustness: 
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a. Capability robustness. If an AI is not capability-robust, it won’t behave 
competently outside the contexts it was trained in. For example, a self-driving 
car that is only trained in sunny weather might not drive competently in snow. A 
failure of capability robustness can be a cause of accident risk. 

b. Objective robustness. If an AI is capability-robust, but it is not objective-robust, 
then it will behave competently outside the context it was trained in, but it may 
pursue a goal that’s different from what its designers intended. One can think of 
objective robustness failure in a system as that system “learning the wrong 
thing”. Objective robustness failure is hypothesized to be a major source of 
alignment risk, since an AI that competently pursues the wrong objective would 
be doing so at odds with its designers’ intent. 

2. Assurance. This area includes approaches that help humans verify that an AI system’s 
actions are, and continue to be, consistent with the wishes of its designers. Assurance 
may involve continuous monitoring of an AI system’s behavior, though for very 
advanced AI systems there is a risk that the system may learn to conceal some of its 
actions from the monitoring system. For advanced AI systems, one area that appears 
increasingly promising is transparency: 

a. Transparency. This involves developing a mechanistic human understanding of 
exactly how an AI operates and what its decision-making process is. Modern 
frontier AIs are built using neural networks with many layers, so this involves 
understanding how the layers interact, what abstractions they use, and what 
kinds of inputs drive which kinds of outputs.
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