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We propose that the government fund research into a key problem to better address the needs 
of data scientists: how to make recommendations on knowledge graphs in a way that conforms to 
arbitrary given symbolic logical constraints specified by domain e xperts. For example, how to take 
a knowledge graph about cleaning products that may associate Chlorox and Formula 409, but not 
recommend that pairing for sale because bleach and ammonia are a toxic combination. Currently, 
data scientists have no such “safety net” and must account for domain rules manually during e.g. 
feature engineering, a tedious and error-prone process not known to even be possible outside of 
some particular special cases (e.g. transitive relationships [2]) – a situation we aim to address with 
this proposal.

Although there are well-established techniques for learning on matrices with columns of proper-
ties, for learning on images, on linear sequences, and many such “low level” structures, over the last 
several years, learning directly on algebraic structures, and on graphs in particular, has exploded 
in popularity[1]. This has been driven in part by the existence of so-called “enterprise-wise virtual 
knowledge graphs”, which provide a default “god’s eye view of an enterprise”, and in part by a 
desire to lower the barrier to entry of the machine learning process itself (i.e., most domain experts 
are more comfortable with knowledge graphs than vector spaces). The most basic learning task one 
can do on a knowledge graph is recommendation: i.e., given an edge label E and two nodes n1 and 
n2, assign a “probability” to the chance that E(n1, n2) appears in the graph. For example, given 
a purchase history E, determine how likely a buyer is to purchase two products n1 and n2. To do 
this, the graph is embedded into a vector space, and then existing statistical learning techniques 
are used. An example is shown in Figure 1.

Unfortunately, just embedding the knowledge graph into a vector space is not “sound” in the 
sense that the recommender system can assign high probabilities to facts that are ruled out by 
the schema that the knowledge graph is on. For example, a knowledge base may contain informa-
tion about married couples with the implicit assumption that marriedT o is a symmetric relation, 
yet in certain embedding schemes it is not possible to assign both (Joe, marriedT o, Joan) and 
(Joan, marriedT o, Joe) a high probability.1

Of course, the above situation is untenable in that it prevents recommender systems from being 
used on formal structures that possess laws, for example, a law stating a transitive relationship 
between three edge labels:

∀x, y : capitalOf(x, y) =⇒ locatedIn(x, y) =⇒ containedBy(x, y)
1If the embeddings of Joe, Joan, and marriedT o are represented as vectors, and if the scoring function (see

Section 5.3) is additive (i.e. to look for who Joe is liked married to, look for entities near −−→Joe +
−−−−−−−−→
marriedT o), then

there is no nontrivial scenario where both −−→Joe +
−−−−−−−−→
marriedT o ≈

−−−→
Joan and −−−→Joan +

−−−−−−−−→
marriedT o ≈

−−→
Joe are true.
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Figure 1: In the visualized subsection of a knowledge graph on the left, the fact that Joe buys cat
toys is not present. However, analyzing the graph structure yields many interconnections between
the other cat products and cat toys, and an embedding procedure may find it optimal to locate cat
toys geometrically nearby the others in the embedded space (here, projected in two dimensions for
easy visualization). When we interpret Joe and the buying relation within the embedded space, a
region of space may be identified as high likelihood of for Joe buying, so (Joe, buys, catToys) is a
link that is detected.

In practice, knowledge graphs are incomplete; it’s possible for one to have the facts like
capitalOf(Boston, Massachusetts) and locatedIn(Cambridge, Massachusetts) but not have
containedBy(Boston, Massachusetts). An embedding that does not enforce the law above may
treat the last fact to be as unlikely as any other fact not present in the knowledge graph and assign
it a low probability. To remedy this situation, researchers have proposed special embeddings that
are guaranteed to respect certain classes of rules, such as transitivity[10]. However, to the best of
our knowledge, no existing work can guarantee that first-order logic will be respected, and we urge
the government to tackle this problem.

Appendix: Knowledge Graph Embeddeding Primer

Knowledge graphs [9] are formally specified by a set of entities, e.g. E = {john, joe, ...}, and
relations between entities, e.g. R = {friendOf, likes, ...}, each of which is a subset of of E × E .
We denote (john, joe) ∈ friendOf by writing the tuple (john, friendOf, joe). Therefore the full
information of the knowledge graph can be captured in a binary tensor of dimension |E|× |R|× |E|,
with a 1 entry in coordinate (ei, rj , ek) if the knowledge base contains the relevant tuple, else 0.
Thus there is a naive way to ‘flatten’ structured, hierarchical data into an ideal shape for machine
learning (i.e. a tensor); however, because this tensor is very large due to the typical sizes of |R|
and |E|, embedding techniques seek a smaller dimensional representation of the original data with
minimal information loss.

The process of constructing an embedding first begins with selecting representations for the
embedded entities and relations. The entities and relations are conventionally real-valued vectors,
Rn. There has been variation in the scoring function which relates the entity and relation repre-
sentations, where it can be additive (i.e.

−−−→
john +

−−−−−−−→
friendOf can be expected to be approximately

close to −→joe when the tuple exists), multiplicative (i.e. a matrix friendOf is constructed from−−−−−−−→
friendOf by some means such that

−−−→
john> · friendOf · −→joe is high when the tuple exists), or some

combination of the two. In the literature, additive models are called translational models [4, 6, 8],
and multiplicative models are sometimes called bilinear models [3]. The literature of embedding
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techniques has been surveyed in the context of knowledge graphs [5].
The embedded space that the input is mapped into is a low-dimensional, continuous vector space

that does not scale in size with |E| or |R|. A key outcome of training embedding function is encoding
semantic features of the input as geometric features of the embedding space. A paradigmatic case
of this is word embedding in natural language processing, where the notion of synonymity can be
recaptured as ‘low Euclidean distance’ in the embedded space as an outcome of training the embed-
dings to recover information about the words used in the context of any given word. For example,
‘Cat’ and ‘Dog’ might get mapped to points whose Euclidean distance is relatively small, and the
distance between ‘Dog’ and ‘Canine’ will likely be even smaller. Likewise, analogical reasoning has
been shown to be captured in the embedded space, such as −−−→King −

−−−→
Man +−−−−−→Woman ≈

−−−−→
Queen. By

taking advantage of these geometric properties of the embedded space, computationally inefficient
inference tasks can be reduced to linear complexity by querying the embedded representations of
data points in the knowledge graph [7].
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