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To the AI R&D RFI Response Team: 

On behalf of the Intelligent Interactive Systems Group at Harvard School of Engineering and Applied 
Sciences, we thank the Office of Science and Technology Policy for the opportunity to provide input on the 
National Artificial Intelligence Research and Development Strategic Plan.  

Since 2009, our group has been investigating the principles and applications of intelligent interactive 
systems, contributing computational and behavioral research addressing the following question: How do we 
design, build and evaluate AI-powered systems that support desired real-world outcomes and that produce 
predictable and reliable experiences for the users despite the fact that the underlying technology is 
inherently proactive, unpredictable, and occasionally wrong? We are primarily computer scientists, but we 
draw on insights from a range of other disciplines, including cognitive sciences. 

Summary of concerns 
In short, we observe that many assumptions about human-AI interaction that inform the current 

Strategic Plan and that guide the contemporary computational research and development of AI-
powered technologies are wrong or at least unverified. For example, contrary to the common 
assumptions, evaluations of human-AI collaborations on actual decision-making tasks demonstrate that 
explanations do not substantially improve decision quality. People do not engage cognitively with the 
content of AI-generated explanations but, instead, process them as general signals of system competence. 
This, in turn, leads to overreliance on the AI systems. Similarly, there is growing evidence that requiring 
human oversight of the AI algorithms is probably insufficient to ensure the safety of decisions made by AI-
powered systems. One consequence of building on unverified or wrong assumptions is that resources meant 
to support the development of novel computational solutions are misdirected toward solving wrong 
problems. Another is that ineffective or harmful solutions are being developed for practical deployment. 

Second, we notice that the current implementation of the Strategic Plan deprioritizes investments 
in research on human-AI interaction. Specifically, we note that human-AI interaction is currently a part 
of the Computing-Enabled Human Interaction, Communications, and Augmentation (CHuman) Program 
Component Area (PCA). However, unlike other PCAs, the CHuman PCA does “not correspond directly to 
[any] individual coordinating [Interagency Working Group] IWG” (page 7, Networking and Information 
Technology Research and Development Program Review, January 2021). Consequently, the considerations 
related to human-AI interaction are tacked onto other programs without ever becoming a central priority. 
There is no entity championing or accountable for the goals of the CHuman PCA. 

Recommendations 
We recommend that the following minimum revisions be made to the current Strategic Plan 

and its implementation: 
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• Strategic Plan revisions:

o Extend Strategy 1: Make Long-Term Investments in AI Research to include “Developing
fundamental theory and applied principles of human-AI interaction”

o Extend Strategy 2: Develop Effective Methods for Human-AI Collaboration to include
fundamental research on Human-AI Collaboration. Specifically, add a subsection on
“Seeking new paradigms for human-AI interaction”.

o In Strategy 4: Ensure the Safety and Security of AI Systems, in addition to “Improving
explainability and transparency” and “Building trust”, include fundamental research into
developing novel human-AI interaction paradigms that would support safe and secure
operation of AI-powered systems by people.

o In Strategy 4, subsection “Enhancing verification and validation,” recognize that AI-
powered systems need to be validated not just on their own (i.e., not in terms of the
outputs that they produce) but also in the sociotechnical contexts in which they are meant
to operate (e.g., evaluate not just the accuracy of treatment selections predicted by an AI
algorithm but also the quality of decisions made by doctors supported by the system).

o Extend Strategy 5: Develop Shared Public Datasets and Environments for AI Training
and Testing to also include standard procedures and outcome measures for testing the
efficacy of human-AI collaborations.

• The implementation of the Strategic Plan:

o Create an Interagency Working Group (IWG) to champion and be accountable for the
CHuman PCA.

Elaboration 
To further motivate our recommendations, we will focus on AI-supported decision-making (e.g., an 

AI-powered decision support system helping a clinician make a treatment selection decision), but our 
conclusions apply more broadly.  

When the work on AI-supported decision making started, it was presumed that human-AI 
collaborations would produce better decisions than either people or AI systems alone [9]. This assumption 
was well grounded in earlier work on ensemble methods in the field of AI, recognizing that combining 
multiple complementary sources of expertise typically results in improved outcomes. However, recent 
studies that examined human-AI teams engaged in actual decision-making tasks have consistently 
demonstrated that such teams do not perform better than AI systems alone [3,8] – somehow the expected 
synergies are not occurring. Adding explanations to decision recommendations does not generally help and 
might even hurt the decision quality [1,8]. There is emerging evidence that people do not engage 
cognitively with AI-generated recommendations and explanations and, instead, process them as general 
indicators of system competence [1,3,4]. The result is human overreliance on the AI systems. Such 
overreliance can be reduced through timely cognitive interventions (e.g., asking a person to articulate their 
own decisions before viewing the AI recommendation and explanation) [3]. However, our recent work 
suggests that even such interventions do not result in deep processing of the AI-generated information [4]. 
Instead, more radical redesign of human-AI interaction may be needed, such as only providing people with 
supporting information but leaving them to engage in even minimal cognitive processing of that 
information before they arrive at a decision [4]. Of course, such redesigns of human-AI interaction would 
require more cognitive effort on the part of human operators and thus may be resisted. Thus extensive 
research and extraordinary care are needed to design novel human-AI interaction paradigms that result in 
high quality decisions and acceptance by people. 

The above insights have not informed much of the computational work on AI-powered systems yet. 
Part of the reason for it is that empirical evaluations with people have been rare. Another reason is that 
most of the evaluations that have been conducted, used proxy tasks instead of actual decision-making tasks. 
When a proxy task is used, a person is presented with an AI-generated explanation or model description 
and is asked to predict what the model would recommend in a particular setting. Such tasks artificially 



focus people’s attention on the AI-generated information and produce unrealistically optimistic results 
compared to what would be observed if study participants were asked to perform actual decision-making 
tasks [2].  

Next, AI-powered decision support systems frequently only address a part of the decision problem or 
a wrong framing of the problem. For example, a decision support system for medical treatment selection 
most likely will focus on the medical efficacy of the treatments leaving out factors such as cost or patient 
preference and tolerance of side effects. It is presumed that the clinician using the decision support system 
will integrate the system-contributed insights with other aspects of the problem to recommend a holistic 
solution. However, research has demonstrated that decision support systems that focus on a subset of the 
problem can cause the human operators to overemphasize the part of the problem targeted by the system in 
their decision making [6] potentially leading to worse decisions on the complete problem. Thus, we need to 
understand how to design human-AI interaction to support the whole problem decision-making even when 
the AI can only help with only a part of the problem.  

Continuing with the medical treatment selection example, most systems in this space are designed to 
support the clinician. Meanwhile, clinicians point out that modern medical practice strives for shared 
decision making, where patient and clinician make decisions together (particularly with respect to side 
effects and other elements where patient preference is important). Clinicians in one of our studies pointed 
out that clinician-focused decision support systems detract from shared decision making and this, in turn, 
reduces the motivation of the clinicians to use such systems [7]. Thus, to improve health outcomes and 
adoption by clinicians, we should be designing human-AI interaction to support patient-clinician 
collaboration rather than to inform the clinician. 

Regarding human oversight of AI-generated decision recommendations, recent work by Dr. Ben 
Green from University of Michigan synthesized evidence showing that, in general, people are not able to 
provide such oversight [5]. We add that the requirement of human oversight of AI algorithms forces human 
operators to solve a seemingly impossible cognitive task: They interact with a machine that will 
occasionally make decision recommendations different from what they, the human operators, would make. 
Sometimes, these decision recommendations will be brilliantly correct, going beyond the knowledge and 
experience of the operator and reflecting the machine’s superior ability to find novel and nuanced patterns 
in the data. Sometimes, these machine-generated decision recommendations will be catastrophically bad, 
driven by complex but spurious patterns in the data. It is probably impossible (even with AI-generated 
explanations) to tell the difference between extreme brilliance and extreme stupidity. To enable safe and 
efficacious use of AI-powered decision support systems, these systems have to come with some guarantees 
regarding the frequency and extent of the mistakes that they make. Because rigid theoretical guarantees can 
rarely be provided for such systems, we need novel human-centered empirical approaches—perhaps based 
on randomized controlled trials conducted in real application settings—for demonstrating the safety and 
efficacy of such systems before they are deployed.  

These are just a few specific research results and examples to illustrate the urgent need to prominently 
include human-AI interaction in the revised Strategic Plan and in its implementation. 
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