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We submit these comments on behalf of the University of Southern California’s 
Information Sciences Institute. 

We support the strategic aims of the National Artificial Intelligence Research and 
Development Strategic Plan. The goals and priorities itemized in A-G are well-thought-
out and crucial for the U.S. to continue as a leader in Artificial Intelligence research and 
deployment. We were pleased that the National Defense Authorization Act for Fiscal 
Year 2021 authorized a significant increase of funding for Artificial Intelligence research 
and education through NSF, and we urge that the funds be appropriated to achieve this 
vision.  

Our comments respond to the request that “...comments are invited as to existing 
strategic aims, along with their past or future implementation by the Federal 
government.” We focus on three points: 

• Support fundamental research on investigator-initiated topics, in addition to 
applied research.  

• Create mechanisms for dedicated, long-term support for research projects. 
• Reduce the administrative burden on researchers and their organizations. 

Support long-term fundamental research on investigator-initiated topics in 
addition to applied research.  

We focus our discussion on the National Science Foundation, which funds the majority 
of fundamental research in Artificial Intelligence under its mission “to promote the 
progress of science; to advance the national health, prosperity, and welfare; to secure 
the national defense...” 

The existing NSF and NIFA AI institutes represent a major investment for use-inspired 
research on topics such as AI & Agriculture, AI & Climate, AI & Chip Design, and AI & 
Physics; these institutes have started to achieve important goals in research, education, 
and outreach. However, the solicitation mechanism could be improved. Narrow topics 
are selected each year, with a short time to prepare a proposal involving multiple 
universities. For example, the topics “AI for Accelerating Molecular Synthesis and 
Manufacturing” and “AI for Discovery in Physics” were announced on October 8, 2019, 
with proposals due less than four months later, on January 28, 2020. These topics are 
no longer solicited; they were replaced with “AI to Advance Biology” in 2021 and 
“Intelligent Agents for Next-Generation Cybersecurity” in 2022. We believe a stronger 
approach would be to select criteria for AI Institutes and perhaps general areas, but not 
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to select narrow topics every year. This would allow the full creativity of the AI 
community to propose topics that meet the criteria of an institute but on topics that NSF 
did not preselect. We believe there is much to be gained by sustained research on 
fundamental AI research topics, such as commonsense reasoning, that do not lend 
themselves to immediate applications. Furthermore, a group of researchers may have a 
compelling vision for how AI can advance entomology, astronomy, or some other topic 
not preselected by NSF in the current year. In other cases, a team may have been 
almost funded one year, but their topic is no longer continued the following year, so their 
efforts and their collective innovations are largely wasted. 

Furthermore, in our experience, putting a team together for a major institute takes much 
longer than 3 to 4 months, which is the time between the NSF announcement release 
and the due date. In universities we have been involved with, faculty aspire to create an 
Engineering Research Center or Science and Technology Center for a year or more, 
knowing that their topic will not be excluded from the call for proposals. The university 
may support this activity in numerous ways, such as rearranging the lead investigator’s 
teaching schedule during the semester the proposal is due, or hosting multi-institution 
workshops on the topic ahead of the solicitation. Narrow topics and short deadlines 
make proposal development difficult and far from a well-planned systematic process.  

Although NSF has a mission to promote the progress of science, its focus on these new 
large AI awards has primarily been in the context of use-inspired research. Of course, 
NIH, NIFA, and DoE labs focus AI research on specific topics. Even within DoD, the 
most significant growth has been in 6.2 and 6.3 funding (applied research), with little 
growth in fundamental 6.1 research. There is a need for fundamental research into the 
science of Artificial Intelligence, in addition to use-inspired research. Core problems, 
e.g., commonsense reasoning, can be finessed or simplified in focused problems, and 
this results in narrow systems without the breadth of intelligence exhibited even by small 
children. The U.S. needs long-term investments in these very hard fundamental 
research areas, but this cannot be done without appropriating funds for NSF to support 
this.  

We contrast the funding for AI research to the funding for quantum information science. 
The hundreds of millions of dollars allocated to quantum initiatives are fully devoted to 
fundamental research since there are not yet quantum applications. (We know this 
because our institute is home to the first quantum computer in academia.) In contrast, 
very little of the hundreds of millions of dollars reported as federal AI funding goes to 
fundamental AI research. We often see reports of the very large amounts of funding 
being allocated for AI in different government agencies, but the vast majority is driven 
by in-use or applied research rather than by foundational AI questions. 

Create mechanisms of dedicated, long-term support for research projects. 

Although the NSF AI institutes represent a major investment in AI by NSF, usually they 
do not provide the majority, and in many cases even the plurality, of an individual 
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researcher’s funding. Neither do other large funding opportunities, such as NSF ERCs, 
STCs, or Expeditions. Consequently, instead of being the sole focus of a sustained 
research effort, such funding is one of several grants for most researchers involved in 
an NSF AI Institute, with their attention divided between the AI Institute and other 
projects. $20M for an NSF AI Institute is significant funding, but when divided among 
20-30 researchers at multiple institutions over five years, and with requirements for 
education, outreach, and the additional overhead of multi-institution research with travel 
for P.I. meetings, the amount available supports less than one-twelfth of an individual’s 
research time (if that) and a single graduate student or postdoctoral researcher.  

This hypothesis comes from our experience and from discussions with several NSF AI 
Institute awardees. A more systematic study would compare: 

• The total funding per year of each researcher involved in an AI Institute 
• The total number of active awards per year of each researcher involved in an AI 

Institute 
• The total number of trainees supervised by each researcher involved in an AI 

Institute 

to the similar data for the AI Institute.  

We hypothesize that maintaining multiple awards and funding streams is not efficient for 
conducting long-term research on fundamental research problems. Having one-twelfth 
the attention of 30 people who are involved in multiple other projects may not be as 
productive as having one-half the attention of a smaller group of people. We believe 
such dedicated efforts are needed to solve fundamental problems. Without this, 
intelligent systems will plateau at high levels of competence on narrow problems but will 
have no capabilities beyond that narrow problem that we would associate with general 
intelligence. 

Other federal agencies have recognized the problem and proposed solutions, for 
example, the NIH R35 program: “The goal of the R35 is to help investigators make 
meaningful contributions … by providing greater funding stability, flexibility, and support 
for your overall research project. The R35 RPA is a funding mechanism that supports 
your research efforts by: Providing stable funding of up to $750,000 per year (direct cost 
funding) for up to eight years; Allowing you to focus on your work rather than spending 
valuable time continuously applying for funding; Allowing you to conduct long-term, 
rewarding research that is not tied to specific aims; and Providing flexibility to pivot as 
needed to emerging and timely topics.” 

Although nothing prohibits a smaller group (e.g., 8 people) from proposing an institute, 
the practice and history at NSF would not make the concentrated effort of a mid-sized 
team competitive when compared to a larger team. One option would be to create a 
team mechanism similar to that of the R35 or to restrict the number of senior personnel 
on some grant programs, with the intent of an institute being the majority of funding for 
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an individual. We know that some agencies, e.g., DARPA, do support larger amounts of 
funds per person involved in a project and receive more dedicated attention from P.I.s 
and trainees.  

A more stable source of long-term funding may also reduce the trend of researchers 
leaving academia for industrial research jobs where sustained funding is available. Such 
researchers, even if they maintain some part-time academic appointment, no longer 
participate in the training of the next generation of researchers or the fundamental AI 
research pursued in universities. 

In other countries, there are long-term funding programs for foundational AI research. 
One example is the Hybrid Intelligence Center in the Netherlands, a consortium of 
universities awarded in 2019 with €20M for 10 years by the Netherlands Organization 
for Scientific Research’s Gravitation program. Another example is the Pan-Canadian 
Artificial Intelligence Strategy, which funds Canada’s three national AI Institutes: Amii in 
Edmonton, Mila in Montreal, and the Vector Institute in Toronto. China has several large 
institutes dedicated to AI and technology with substantial stable funding and little 
overhead. In contrast, in the U.S., we see low success rates of AI research proposals, 
even when rated highly, and short periods of performance for awards. 

Reduce the administrative burden on researchers and their organizations. 

Numerous reports have discussed the administrative burden placed on researchers, 
with more than half the research time spent writing proposals and agency reports. For 
example, see Reducing Federal Administrative and Regulatory Burdens on Research 
(archives.gov). 

The burden of an NSF AI Institute seems exceptionally high, with strategic and 
implantation plans approaching 100 pages and annual reports far exceeding that. While 
accountability and a good return on investment from federal funding are desirable, we 
may have reached the point of spending more effort proposing and justifying research 
than conducting research.  Academic AI researchers are already overburdened with the 
largest high-demand classes, a very rapidly advancing field that is hard to keep up with, 
and very low success rates of funding.  Any government initiatives to reduce the 
administrative burden on grant proposals and reporting will contribute to creating a more 
effective academic research and education capability in the U.S. 

Thank you for the opportunity to comment on the strategic aims of the National Artificial 
Intelligence Research and Development Strategic Plan. We hope our input on improving 
federal support for research in the field of artificial intelligence is useful. 

Yolanda Gil,  

Michael Pazzani,   
-
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____________________________________________________________________________  

Dr. Yolanda Gil is Principal Scientist and Senior Director of Strategic Initiatives in AI and 
Data Science at the USC Information Sciences Institute, and Research Professor in 
Computer Science and in Spatial Sciences. She received her M.S. and Ph. D. degrees 
in Computer Science from Carnegie Mellon University, with a focus on artificial 
intelligence and cognitive science. In 2019 she co-chaired the community report “A 20-
Year Artificial Intelligence Research Roadmap for the U.S.” She served in the Advisory 
Committee of the National Science Foundation’s Directory of Computer and Information 
Science and Engineering. She initiated and led the W3C Provenance Group that led to 
a community standard that provides the foundations for trust on the Web. She is a 
Fellow of the Association for Computing Machinery (ACM), the Association for the 
Advancement of Science (AAAS), and the Institute of Electrical and Electronics 
Engineers (IEEE). She is also a Fellow of the Association for the Advancement of 
Artificial Intelligence (AAAI) and served as its 24th President.  Dr. Gil is an Advisory 
Board member for two of the NSF AI Institute awards. 

Dr, Michael Pazzani is a Principal Scientist at the USC Information Sciences Institute. 
Dr. Pazzani was the Vice Chancellor for Research and Economic Development at the 
University of California, Riverside, where he was also a professor of computer science 
with additional appointments in statistics and psychology.  From 2006-2012 he was the 
Vice President for Research and Economic Development at Rutgers, the State 
University of New Jersey, where he was also a Distinguished Professor of Computer 
Science. Prior to his appointment at Rutgers, Dr. Pazzani was the Director of the 
Information and Intelligent Systems Division at the National Science Foundation from 
2002 to 2006. In addition, Dr. Pazzani coordinated NSF’s homeland security research. 
He also served as a member of the Board of Regents of the National Library of 
Medicine at the National Institutes of Health from 2003 to 2005. In 2019, Dr. Pazzani 
was appointed to the Defense Science Board. Dr. Pazzani started his career as an 
assistant, associate, and full professor of Information and Computer Science at the 
University of California, Irvine. Dr. Pazzani is also managing director of an NSF-funded 
AI Institute led by the University of California, San Diego. 

The University of Southern California’s Information Sciences Institute (ISI) carries out 
basic and applied research in artificial intelligence, networks and cybersecurity, high-
performance computing, microelectronics, and quantum information systems. Its $100M 
annual external funding comes from the NSF, DoD, IC, NIH, DoE, industry, foundations, 
and other sponsors. ISI is home to the first quantum computer in academia.  Part of the 
USC Viterbi School of Engineering, ISI has more than 400 personnel that includes 28 
faculty that advise 65 PhD students. ISI’s Artificial Intelligence Division is one of the 
largest AI research groups in the U.S.  ISI’s AI systems for machine translation, online 
misinformation detection, and data-centric AI are first-rate and have been deployed to 
support many parts of DoD and hundreds of law enforcement agencies.  Some of ISI's 
commercial spinoffs were acquired for tens of millions and contribute to a vibrant 
innovation ecosystem in Southern California. 




