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MIT appreciates the opportunity to provide input on the update of the National Artificial 
Intelligence Research and Development Strategic Plan.  If properly pursued, AI has the potential 
to improve the economy, education, and our daily lives. It could help address fundamental 
problems from reversing climate change to curing disease. At the same time, AI’s deployment 
raises critical questions of ethics and equity.  It is the essential that the national AI strategy 
recognize the need for additional research funding across a wide range of AI topics to further 
enhance AI while simultaneously addressing its societal implications.  

While this submission will focus on three specific issues, we want to make clear at the 
outset the wide range of work on AI that is needed.     

We mention just a few of the key challenges here.  One involves data. Today’s AI 
methods require massive data sets that must be manually labeled and are not easily obtained in 
every field. The quality of that data needs to be very high, and it needs to include critical corner 
cases for the application at hand. As we gather more data to feed into these AI systems, the risks 
to privacy will grow.  Also, today’s AI systems are black boxes -- there is no way for users of the 
systems to truly learn anything based on the AI system’s workings or to fully understand how the 
systems have reached their conclusions. This makes it difficult to detect behavior that could 
undermine security or safety, and it means we cannot anticipate failure modes tied to rare inputs 
that could lead to potentially catastrophic consequences.   

It is critically important to advance AI and computer science technologies more broadly 
with a focus on reliability and robustness, privacy and security, transparency, explainability and 
accountability.  

We highlight three important areas of investment for AI. 

Algorithms for Causal and Compact AI models 

While neural networks can learn representations very well, it is notoriously difficult to 
understand how they come up with decisions. This impedes their deployment in high-stakes 
applications such as embodied autonomy. A large body of research focuses on designing 
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methodologies to explain the “black box,” hoping to alleviate this limitation to at least some 
extent.   

 
However, no existing approaches are scalable and trustworthy. An important area for 

research investment is the development of novel machine learning algorithms that would possess 
interpretable skills inherently. This requires fresh algorithmic approaches to machine learning 
that could enable sustainable and effective closed-loop deployments for real-world, safety-
critical applications.  

 
Today’s deep learning technologies – whatever their beneficial capabilities – are growing 

uncontrollably in size while leaving us with fundamental sociotechnical challenges such as 
causality, interpretability, fairness, accountability, out-of-distribution generalizability, and 
carbon footprint. It is important to rethink the algorithmic design choices for AI learning systems 
and to develop new AI systems through interact-to-understand mechanisms, interpretability 
through causal manipulation, and closed-form decision-making.  
 
Auditing and monitoring of AI systems 
 

There is a growing consensus that methods must be developed to “audit” and monitor AI 
systems. A cornerstone of the European Union’s AI legislation is the ex-ante auditing and the ex-
post monitoring of “high-risk” AI systems.  Moreover, in the joint statement released last 
September at the U.S.-EU Trade and Technology Council summit, the parties agreed to discuss 
“measurement and evaluation tools and activities to assess the technical requirements for 
trustworthy AI, concerning, for example, accuracy and bias mitigation.” In short, AI systems will 
need to be properly audited and regularly monitored to identify and mitigate risks, both technical 
(e.g.., accuracy, reliability, robustness) and socio-technical (e.g., bias, privacy).   
 

Yet there are many unresolved technical questions about how to effectively audit and 
monitor AI systems, and the scalability of auditing is also emerging as a significant practical 
challenge. As AI systems proliferate and find their way into more realms of human activity, how 
will it be feasible to conduct thousands of audits in multiple domains? The AI strategy plan needs 
to recognize and address these challenges head-on.  
 

Creating effective auditing and monitoring capability at the needed scale will require 
developing scalable auditing techniques, training enough people to carry them out, and building 
up institutional capacity in government and industry to undertake, oversee and respond to audits.   
 

Some current trends complicate the situation further, particularly the increasing 
outsourcing of AI deployment and the emergence of a two-stage architecture in which very large 
“core” or “foundational” models are pre-trained and then simpler models are fine-tuned for specific 
tasks. These trends raise questions about how to appropriately distribute auditing responsibilities 
and capabilities between the outsourced development of core models and the deployment (fine-
tuning) of those models.  
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Policymakers will need to define “control points” (the point at which auditing occurs in an 
AI system) and will have to identify systemic risks.  Outsourcing and the use of two-stage 
architecture can add to those risks by increasing reliance on a small number of AI architectures.   
 
Applications of AI for drug discovery 
 

AI has the potential to considerably improve the drug discovery process, speeding the 
discovery of new modes of action, and reducing costs. The pharmaceutical industry is beginning 
to recognize this, and has invested $5 billion in AI-related funding deals in the last several years 
(https://www.rootsanalysis.com/reports/ai-based-drug-discovery-market.html).  

 
However, industry lacks the financial incentives to adequately address many key threats 

to public health, including the development of future pandemics, and antimicrobial resistance.  
(Antimicrobial resistance is already costing the U.S. economy billions of dollars, and we 
could see a 10-fold increase in problem in the next two decades.  See 
https://www.thelancet.com/journals/lancet/article/PIIS0140-6736(22)00087-3/fulltext.)  
 

The AI strategic plan should recognize the need for major government investment in 
developing new ways to apply AI to drug discovery.  It should also recognize the need to 
ensure that the public and private sectors are deploying that capability in a way that focuses 
sufficiently on key public health challenges. That will entail changing incentives so that the 
private sector will focus more on societal needs.   

 
The government might explore approaches like those being tried in the United 

Kingdom to increase the development and production of antibiotics. The government could 
also experiment with funding mechanisms for private sector research that would include open-
science and open-data contractual clauses.  That would enable more sharing of data with 
others in academia and industry.  More international efforts are needed to address public 
health threats, as well as purely domestic ones. 
 

Work on these problems will require more cross-disciplinary work because we need to 
learn more about both technology and about ourselves.  Such work needs to be supported across 
many federal agencies, but could be a particular focus of the Advanced Research Project 
Agency-Health, if it is established.  
 
 
 


