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Amazon Web Services (AWS) appreciates the opportunity to submit feedback to the Office of 

Science and Technology Policy (OSTP) in response to its Request for Information to the Update of the 

National Artificial Intelligence Research and Development Strategic Plan1.  

1. Comments on strategic aims, including suggestions to address OSTP's priorities of ensuring the

United States leads the world in technologies that are critical to our economic prosperity and national

security, and to maintaining the core values behind America's scientific leadership, including

openness, transparency, honesty, equity, fair competition, objectivity, and democratic values.

Innovation is an important goal for AI/ML (Artificial Intelligence and Machine Learning) policies. 

AWS supports the United States’ government developing its vision and objective for the use of AI/ML. 

We encourage greater investment into research and development (R&D) of AI/ML (especially in areas 

1 https://www.federalregister.gov/documents/2022/02/02/2022-02161/request-for-information-to-the-update-of-the-

national-artificial-intelligence-research-and  
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where there are market failures and/or gaps in private sector investment), and look for opportunities to 

collaborate with governments in this area. At the current rate of AI/ML technology adoption around the 

world, AI /ML will deliver economic activity of around $13 trillion USD globally by 2030. This represents 

about 1.2% GDP growth per year, which is higher than the economic productivity growth brought about 

by either the steam engine or the early IT boom of the 2000s.2 Long term investments in AI/ML R&D are 

essential to the US goal to remain a global leader in AI/ML development and deployment.  

We agree with the 2019 update of Strategy 1: Make long-term investments in AI research, which 

emphasizes the importance of sustaining investment in fundamental AI research. We encourage the US 

to continue to invest in supporting US governments’ investment in research fields relevant to AI, 

including cyber-defense, data analytics, detection of fraudulent transactions or messages, machine 

learning, robotics, human augmentation, natural language processing, interfaces, visualizations etc. 

Moreover, specialized computing hardware, high-quality data, and, most importantly, skilled human 

expertise are all essential to enabling the success of AI/ML. 

In order to remain a global leader in AI/ML, the US must also build a more inclusive and 

innovative ecosystem that expands to industry, academia, civil society, and the Federal government. We 

must support and enrich the vast untapped potential of America’s academic researchers, providing 

these researchers the same resources and access to the same infrastructure for AI/ML R&D as large 

companies. We must ensure that Federal funding of foundational AI/ML research does not simply take 

place at universities but is commercialized in industry. Funding should be dispersed to an expanded 

group of academia and civil society so that the pipeline of AI innovation does not deplete itself. Policies 

must balance the needs of all involved parties in AI/ML R&D while democratizing AI/ML research, 

education, and innovation. 

To this end, public-private partnerships between industry, government departments, and 

academia are necessary to continue advancing innovations in AI/ML research.  High quality data sets are 

crucial for research in AI.  AWS currently collaborates with academia and other stakeholders through 

strategic partnerships with universities including but not limited to the following: University of 

California, Berkeley; Massachusetts Institute of Technology; California Institute of Technology; and the 

University of Washington. We also provide research grants through Amazon Research Awards and the 

joint Amazon and National Science Foundation Fairness in AI Grants program. We are also active 

members of multi-stakeholder organizations relating to AI, including OECD AI working groups and The 

Partnership on AI. Moreover, we understand the need to expand AI/ML education in non-traditional 

tech communities and also have our Machine Learning University, curriculum which provides anybody, 

anywhere, at any time access to the same machine learning courses used to train Amazon’s own 

developers on machine learning, across community colleges nationally.   

2. Suggestions of AI R&D focus areas that could create solutions to address societal issues such as

equity, climate change, healthcare, and job opportunities, especially in communities that have been

traditionally underserved.

A) Addressing societal challenges

2 https://www.mckinsey.com/featured-insights/artificial-intelligence/notes-from-the-ai-frontier-modeling-the-

impact-of-ai-on-the-world-economy  
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AI/ML should be human-centric and for the benefit of all. Already, innovative companies and 

researchers are collaborating to use AI/ML to address societal challenges in areas such as agriculture 

and sustainability, healthcare, energy, manufacturing, and more. This includes our own AWS customers. 

Increased AI R&D will address needs and provide solutions in healthcare.  For example, AI/ML is 

advancing healthcare needs in the improvement of child survival rates globally. According to UNICEF, in 

2019 alone 5.2 million children under the age of 5 died, with almost half being in the first month of life. 

A nonprofit research institute that develops scalable AI solutions to societal problems is using 

smartphones and AI tools to further understand newborn health issues and identify undiagnosed 

problems in newborns. These insights help to reduce infant mortality by ensuring newborns receive the 

proper health care.   

When the COVID-19 pandemic hit the U.S in early spring of 2020, university researchers had 

already developed an image recognition model using ML to identify pneumonia in difficult-to-detect 

cases. Because pneumonia was quickly becoming one of the major indicators of severe infections in 

COVID-19 patients, AWS was asked for help setting up a system for applying the model in a clinical 

setting that would enable medical practitioners to use the information in diagnosis and treatment. 

Health services around the world are under strain from aging populations and over-stretched 

resources, with the population aged 60+ expected to rise from 23% to 30% by 2050.  AI provides 

organizations the benefits of caring for patients’ long-term conditions, providing diagnostic support, 

improving operational and system efficiency, and supporting recovery. Recognizing the potential of this 

technology, some of the world’s largest health organizations have set a goal of becoming a world leader 

for AI use in healthcare. 

Agricultural technology start-ups are using AI/ML to monitor field and soil conditions and 

improve crop yields on farms around the world. Farming is responsible for 80% of deforestation, with an 

area the size of Spain cut down between 2010 and 2020 to make way for new farmland.3 Agriculture 

startups use satellite imagery, sensors, and software platforms to provide farming analytics. This 

reduces time and money spent on field scouting and surveying techniques that are time-intensive and 

expensive. With this information, the farmer can make more informed decisions on which crops to grow 

and how best to care for them. Without the technology, it would take 49 years for one person to 

manually mark 21 million fields. In total, a single startup has analyzed 376,835,301 hectares of fields in 

the US and internationally. 

Increased AI R&D can also improve access to job opportunities, especially for underserved 

populations.  According to Commissioner Keith Sonderling, of the US Equal Employment Opportunity 

Commission (EEOC), 

[when] carefully designed, AI can mask for protected classes like race, gender, age, or disability. 

It can hide for proxy terms, like candidates’ names, the names of schools, or associations with a 

particular gender or racial indicative clubs. It can offset the well-documented confidence gap 

that leads women to under-report their abilities on resumes and men to over-state theirs. It can 

identify a candidate’s adjacent skills, and it can identify candidates for upskilling opportunities. 

3 https://www.greenpeace.org/usa/forests/issues/agribusiness/ 
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In short, AI can determine the best candidates based not only on their merit but also on their 

potential while stripping out human bias.4 

3. Comments regarding how AI R&D can help address harms due to disparate treatment of different

demographic groups; and AI R&D to evaluate and address bias, equity, or other concerns related to

the development, use, and impact of AI.

The development and deployment of AI/ML should place humans at the center. To address 

concerns of bias, AI/ML deployments should support inclusivity, diversity of thought, and collaboration 

to maximize the benefits of the technology for all of society.  

AWS published our Responsible Use of Machine Learning guide that provides recommendations 

for responsibly developing and using ML systems, including mitigating bias and addressing other 

potential harms5: 

• We encourage developers and deployers to have teams with diverse backgrounds, perspectives,

skills, and experiences. AI/ML researchers and users should assess whether teams include a

wide array of genders, races, ethnicities, abilities, ages, religions, sexual orientations, military

status, backgrounds, and political views. They should further assess whether teams may have

gaps and consider adding underrepresented perspectives to fill those gaps to enhance

performance.

• When collecting and evaluating data to develop and test models, we encourage developers to

consider its completeness, representativeness, and breadth. Diversity of data is often important

for use cases that involve personal characteristics like race and gender, but can also apply in

non-obvious contexts. Develop mechanisms to evaluate whether the data appropriately

represents real world use, and collect and test additional data to address underrepresented

attributes.

o We recommend that developers implement processes to understand where bias may be

introduced by developers and mitigate human error. Create fairness goals and metrics

to measure performance across different subgroups, communities, and demographics

applicable to the use case, and test and measure progress against those metrics.

• We recommend to deployers of AI/ML tools that they consider whether human review or

oversight over the operation of the system may be appropriate or necessary (e.g., in situations

where ML systems may be used in a manner that impact human rights or safety), and if so, how

to best incorporate such human input into the overall operation of the system. Human

reviewers should be appropriately trained on real world scenarios, including examples where

the system fails to properly process inputs or cannot handle edge cases, and have ways to

exercise meaningful oversight.

Addressing potential bias concerns in emerging technologies requires collaboration from a diverse 

group across industry, civil society, academic, and government.  R&D should focus on developing data 

4 https://www.ihrim.org/2021/12/how-people-analytics-can-prevent-algorithmic-bias-by-commissioner-keith-e-
sonderling/ 
5 https://aws.amazon.com/machine-learning/responsible-machine-learning/  
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driven techniques, metrics, and tools that industry can operationalize to improve how they measure and 

mitigate bias in concrete terms. 

4. Comments on AI R&D to help address the underrepresentation of certain demographic groups in 

the AI workforce. 

Greater access to AI/ML education and training will lead to a more diverse workforce. The US 

government needs to support large-scale educational initiatives to ensure increased access for people, 

especially for underrepresented groups.  This additional investment by the Federal government will 

allow the workforce to more accurately mirror a diverse population. Exposing students, particularly K-12 

students, to AI/ML education equips them with the lifelong skills that are necessary to build successful 

careers in AI/ML fields. By addressing the gaps in education across the nation, which lead to an 

underrepresentation of certain groups in the AI workforce, we will see a more diverse group of people 

entering the workforce. 

AWS is committed to help train the future generation by investing in AI/ML education, and is 

investing in programs that serve communities that have rarely had access to this type of education. 

Amazon’s primary computer science focused initiative is Amazon Future Engineer—a four-part 

childhood to career program aimed at educating 10 million students from underrepresented and 

underserved communities each year to try computer science and coding. We encourage developing and 

increasing access to AI/ML training as a way to see an increase in diversity within the workforce in the 

future.  

AI/ML trainings should target colleges and community colleges that are non-technical to expand 

access to skill development and ensure that students who are not often the targets of technical trainings 

have the ability to pursue careers in AI/ML. This can be accomplished by supporting continuing 

education programs focused on AI/ML in nontraditional tech communities which will ultimately increase 

the diversity of the AI workforce. For example, MLU has been used for over six years to train our 

engineers, and last year much of this content has been available for free to customers and programs in 

community colleges nationally.  

Increased accessibility to AI R&D will also help reach new audiences and increase diversity in 

tech.  For example, to help researchers learn about cloud computing, AWS curated a list of no-cost, on-

demand online courses tailored to researchers’ needs that are widely accessible.  The AWS research 

team selected this list of courses from hundreds of available courses, specifically those who want to 

learn foundational cloud services. These online courses are available at any time to help users learn new 

cloud skills and services.  AWS helps researchers process complex workloads by providing the cost-

effective, scalable, and secure compute, storage, and database capabilities needed to accelerate time-

to-science. Scientists can quickly analyze massive data pipelines, store petabytes of data, and share their 

results with collaborators around the world.   

5. Comments on strategic directions related to international cooperation on AI R&D and on providing 

inclusive pathways for more Americans to participate in AI R&D. Additionally, comments are invited 

as to existing strategic aims, along with their past or future implementation by the Federal 

government. 

A) Support for global AI standards 
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Geopolitical realities have contributed to growing recognition of the importance of government 

participation for enhancing cooperation on digital technical standards. Work on standards development 

also offers an opportunity to accelerate a broader joint technology agenda. The recent G7 Digital and 

Technology Ministerial Declaration was a particularly solid endorsement, specifically its detailed annex 

on collaboration on digital technical standards. The declaration’s endorsement of multi-stakeholder and 

industry-led standards development—and of standards consistent with open, democratic societies—

provides a robust framework to guide collaboration. As such, the US should seek to expand strategic 

cooperation on standards development among the US, EU, Canada, and the UK, among like-minded 

countries, and among states that are undecided on the direction of their technology governance, 

including in the Global South.  

To ensure greater diversity and representativeness in Standard setting bodies, the US should 

provide financial and technical support for subject matter experts (SMEs) and other stakeholders less 

likely to otherwise participate in the process. Working with like-minded countries, the US should work 

on joint coordination and identification of the types of technical capacity required to advance specific 

standards, and then seek out the corresponding availability of such know-how in underrepresented 

organizations. Understanding the realities of the settings where these talents are located will help 

identify the correct policy and financing mechanisms to incentivize participation (tax credits to pre-

revenue startups, for example, will be of little value). Indeed, efforts to render SDOs more accessible to 

voices across the stakeholder spectrum will help serve their core mission to produce strong technical 

standards that enhance competitiveness, innovation and the public interest more broadly.   

Indeed, it is our view that there are still numerous AI standards to be launched and developed 

and that many AI standards currently in advanced development (ISO 42001 on AI Management Systems, 

for instance) will require further refinement and precision, likely based on certain categories of high-risk 

use-cases. This will require work and deep technical expertise.  

Finally, the US and its closest allies will have to look beyond standards alone if they aim to drive 

support for—and broader global adoption of—their AI governance roadmap. For instance, the US should 

engage their respective cooperation agencies to address technology development issues and digital 

infrastructure plans across the Global South. The UK, for instance, has been active in cyber capacity-

building across partner countries in the Global South. Efforts of this nature should be broadened and 

reinforced, alongside parallel efforts to address the digital technical standards meant to underpin AI 

governance. This reflects a call to action of the National Security Commission on Artificial Intelligence 

(NSCAI). 

We support the work that NIST performs in benchmarking, but continue to advocate for 

improved testing methodologies and resources that would allow NIST to perform benchmarking directly 

evaluating cloud hosted capabilities. 

B) International Collaboration with foreign bodies that have AI principles

AWS is working closely with the OECD to demonstrate their implementation through various 

tools, including our own responsible use guidelines and more technical tools, such as Amazon 

SageMaker Clarify. Moreover, AWS is actively involved in international AI standards setting 

organizations as well as collaborating on international draft legislation like the EU AI Act.  
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6. Comments on existing strategic aims, along with their past or future implementation by the Federal

government.

Since the 2019 update, multiple federal agencies have incorporated ethics principles to guide 

the way in which AI is adopted and applied. For example, the Department of Defense adopted in 2020 

and reaffirmed in 2021 Ethical Principles for Artificial Intelligence, while the intelligence community 

adopted Principles of Artificial Intelligence Ethics for the Intelligence Community as well as the 

Intelligence Community Artificial Intelligence Ethics Framework. We encourage the 2022 update of the 

Strategic Plan to reference these efforts. 

We thank you for the opportunity to respond. 

Sincerely, 

Shannon Kellogg 

Vice President, AWS Public Policy – Americas 


