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Artificial intelligence already permeates our lives contributing to advances that might alternately
(even simultaneously) be considered mundane, dubious or miraculous. As the scope of the
technology expands, the fathomless benefits AI promises are paralleled by equally immeasurable
risks, with our window to manage the latter narrowing. An ever-increasing number of ethicists
can enumerate the most prominent risks; yet startlingly few psychologists, or other experts in
behavioral science, are working on the project of AI alignment. This knowledge gap is striking
given the extraordinary investments being channeled into the technology’s ability to master and
influence human behavior. In neglecting more than a century of relevant behavioral research, the
ethical AI community has left a human-shaped hole that weakens oversight proposals and
jeopardizes the future of the project. In updating its strategic plan, I suggest that NAIRR needs to
delineate an evidence-based approach to applying behavioral science to oversight policies that
will increase the likelihood AI’s evolving uptake aligns with fundamental ethical principles.

Strong Consensus on Known Risks
There is striking consensus—acknowledged by the tech community’s most ardent
investor-cheerleaders as well as its most disquieted ethicist-Cassandras—about the salient flaws
of AI systems as used currently, and about known risks for the near future.  Foremost among
these are:
 

● Historical racial, gender, ethnic and other biases baked into data sets and algorithms
currently influencing decisions as momentous as hiring, bail approval and health care
allocation. Left unchecked in an oversight-free framework, the increasing speed, power,
capability and permeation of advancing AI will broaden the impact of these biases,
expanding and further reifying social inequalities.
 

● Without robust strategic leadership focused on education, training and industrial policy,
we risk increased unemployment and ever-widening income inequality, with the
economic benefits of AI technologies conferred primarily upon a fortunate few.
 

● Absent powerful policy interventions, AI-enhanced offensive capabilities — ranging
from undetectable deepfakes and disinformation to the means to disrupt crucial
infrastructure and initiate drone-swarms — will be increasingly accessible to terrorists,
rogue states and other malefactors.

● AI advances allow for metastasized infringements into personal data privacy, with the
surveillance taking place in authoritarian countries paralleled by more diffuse, corporate
surveillance in the United States, minus any framework for accountability.
 



● Within just a few years, social media and other digital platforms have built algorithms
that have allowed for a startling influence over consumer behavior and mastery of the
attention economy. As AI-supported nudges advance, risks to social cohesion (not to
mention our conception of free will) are likely to increase.

Disunity on Oversight
Despite this impressive consensus, there is far less agreement among stakeholders on how to
devise governance and oversight frameworks to effectively reduce risks while supporting AI’s
evolution in a manner that will benefit all—at the very least: in a manner that won’t harm
already-vulnerable individuals and communities. Technology leaders, AI business consultants,
think tank ethicists and regulatory appointees can articulate the key targets of
oversight—essentially the obverse of the aforementioned risks:  ensuring safety over speed,
fairness/equity, reliability, accountability, and (less advocated-for in the business community)
the clear means to opt-out and maintain privacy. At present, AI ethics oversight is relegated
almost entirely to the benevolence of the technology companies creating these tools, and to the
client-businesses applying them.

With AI capabilities hurtling forward and government regulation on a future horizon, is the tech
industry capable of policing itself? The question may seem naive, yet the AI ethics community
has few options for now other than to help the industry do so, preferably in partnership with
NAIRR and other governmental agencies. Tech business leaders evoke the need to “align
incentives” to ensure that AI’s evolving uptake coheres with fundamental ethical principles.
Pressed further, however, these leaders often betray a simplistic understanding of human
behavior as consistent and rationally-motivated. Behavioral scientists can provide expertise
critical to two distinct dimensions of AI ethics-building: 1) helping to establish an industry
culture in which incentives are genuinely aligned with the commitment to ethical development;
2) contributing to developers’ understanding of human-neural network interactions such that
increasingly frequent and profound exchanges between people and systems will be consonant
with fundamental ethical principles.
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Baseline for Governance:  A Shift in Tech Culture
In order for AI governance to be effective, the tech industry will need to undergo a tectonic
cultural shift to establish an expectation of transparency with oversight agencies. We have
decades of experience designing regulatory frameworks requiring a delineated degree of
transparency from other industries that present profound societal risks—for example for financial
markets and pharmaceutical companies—with the tech industry thus far evading such bespoke
oversight. For external oversight to adequately ensure AI applications are safe, trustworthy and
equitable, leaders of big tech firms must warm to a degree of openness which is currently
culturally anathematic.

Tech Industry Culture:  Consensus on Incentive-Alignment/Shallow Understanding of Behavior
We know through years of social psychology (now often termed behavioral economics) research
that our behaviors are often more influenced by context and social reinforcement than by
nominal rewards—constituting the basis of “nudge theory.” The UK’s quasi-governmental
Behavioural Insights Team, summarized the components of social nudging via the EAST
acronym—demonstrating that salutary behaviors can be encouraged by creating an environment
that makes such behaviors easy, attractive, socially-rewarding, and timely. Whether
intentionally or not, organizations are invariably “nudging” for behavioral outcomes among their
constituents. An understanding of nudge theory can help leaders be more effective and deliberate
in promoting ethical AI standards.

Leaders committed to building an AI tech culture prioritizing ethical principles can be similarly
aided by tools developed over decades within the discipline of industrial-organizational (I-O)
psychology. I-O psychologists are well-versed in the potential for incentive systems to backfire
as well as motivate, with employees too often aiming toward discrete metrics which fog the core
principles at stake. I-O psychologists have particular expertise in defining business-culture goals
in operational terms, diagnosing misalignment (and the attendant barriers, bottlenecks, skill
deficits, and knowledge deficits), designing organizational interventions, evaluating
organizational interventions, and reiterating towards sustainable organizational changes.

Promoting Safety/Ethics in Human-Neural Network Interaction
With behavioral scientists a rare sighting in AI safety/ethics, developers have relied upon big
data to train machine learning models in human behavior and values. But just a cursory glance at
the ML-testing literature reveals the dangers of this approach. To what end have cognitive,
clinical, social psychologists and other behavioral scientists built decades of research expertise
on the “black box” of the human mind only to have this knowledge-base ignored in favor of a
relatively undifferentiated trawl of the internet? As we engage in more frequent and potent
interactions with AI applications, it becomes ever more critical that behavioral scientists play a
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normative role in design, testing, and oversight. Amid the well-delineated AI risks, the threat of
worsening mental health outcomes has been given short shrift.

Behavioral Science and NAIRR’s Future
The interviews and literature reviews I’ve conducted, published in summary by the Vanderbilt
Project on Unity and American Democracy, have alerted me to the profound risks of neglecting
behavioral science in designing oversight mechanisms for increasingly powerful artificial
intelligence applications. As NAIRR moves forward, transitioning from defining principles
toward operationalizing and implementing governance that places fundamental rights and
principles at the forefront of our AI standards, it is essential that the task force invests in
behavioral science research and implementation expertise.
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