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As a leader in a�i�cial intelligence research, Google welcomes the oppo�unity to
provide comments in response to the O�ce of Science and Technology Policy (OSTP)
Request for Information (RFI) on developing and updating the National A�i�cial
Intelligence Research and Development Strategic Plan.1 Google commends OSTP for
its ongoing leadership in this area.

We encourage OSTP to build upon the foundation laid out in the 2019 AI Strategic Plan,
which identi�es eight strategies that remain the top priorities for guiding U.S.
government suppo� of AI research and development. As discussed in more detail
below, we recommend that the updated Strategic Plan call on the U.S. government to
take the following actions:

Strategy 1. Strengthen pa�nership with the private sector on long-term
investments in AI R&D and explore ways in which the updated Strategic Plan can
fu�her public-private research collaborations, as well as how such collaborations
can contribute to subsequent strategic plans.

Strategy 2. Continue to suppo� research of AI’s ethical, legal, and societal
implications and call for research on those implications (e.g., civil rights and
equity) in speci�c use cases (under Strategies 2 and 3).

Strategy 3. Consider how governmental license agreements for open source
models or datasets can be used to drive responsible AI adoption.

Strategy 4. Continue investing in research to advance AI explainability and convene
ML and AI researchers, practitioners, and other stakeholders to discuss these
impo�ant questions.

Strategy 5. Build on progress in making open government data available and more
useful for AI (with appropriate privacy protections), including by making data from
a range of government sources available in knowledge graphs, and reducing

1 87 FR 5876 (Feb. 2, 2022).
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licensing restrictions on use of government data and data produced using
government funding.

Strategy 6. Continue to suppo� the development of AI standards and benchmarks,
including those that incentivize use of privacy-enhancing technologies, along
with testbeds to validate emerging technologies.

Strategy 7. Conduct and publish studies on the state of the national AI R&D
workforce and the role of U.S. immigration policy on that workforce, and build on
existing investments to broaden workforce pa�icipation by groups traditionally
underrepresented in computing and related �elds.

Strategy 8. Address the obstacles impeding research collaboration between the
U.S. government and industry, and consider establishing a standalone strategy for
increasing technical talent in government.

Strategy 1: Sustaining long-term investments in fundamental AI research

Google thanks the U.S. government for its continued prioritization of investment in
long-term, fundamental research to advance AI and ML capabilities, including in the
areas outlined in the 2019 Strategic Plan,2 and we agree this investment is critical to the
long-term success of the �eld. At the same time, companies including Google are also
investing signi�cantly in some of the fundamental ML and AI research areas that are
highlighted in the 2019 strategy update, and we publish our work in these areas – for
example, multimodal ML, perception, general AI, distributed and sparse models,
robotics, AI hardware development, and application of ML to hardware development.
In addition, in 2020, we provided more than $50M in external research funding to more
than 350 academic researchers. We also suppo� PhD Fellowships3 and provide an AI
Residency.4

We recommend that the Strategic Plan be updated to recognize that the private sector
is an impo�ant pa�ner when it comes to long-term commitments for investing in
fundamental ML and AI research, and to consider the ways in which the U.S.
government and industry can pa�ner more closely to fu�her joint objectives. It could
be highly bene�cial, for example, for the government to examine both public and
private investment in key long-term research areas and to explore research topics
where U.S. agencies should encourage more collaboration between academic,

4 h�ps://research.google/careers/ai-residency/.
3 h�ps://research.google/outreach/phd-fellowship/.
2 2019 Strategic Plan, pp. 7-13.

2



government, and industry researchers, as well as other stakeholders. This analysis
could also identify the long-term research areas where the private sector is not
publishing results so that government funding can be targeted to those areas.

The Strategic Plan could also speci�cally identify areas in which interdisciplinary
collaboration on long-term research is essential. We have heard from our pa�ners that
government funding for interdisciplinary research can be di�cult to obtain; federal
funding review processes (and publishing systems) o�en focus on single disciplines.
But as we move toward more implementation of AI in areas like health, agriculture, and
economics, interdisciplinary collaboration will be vital. In addition to enhancing U.S.
leadership in AI, these collaborations might also enhance our understanding in other
domains: consider the possibility that neuroscience researchers collaborating with ML
and AI expe�s might be able to identify fundamental principles of human
understanding.

Strategy 2: Develop e�ective methods for human-AI collaboration

Ine�ective methods for human-AI collaboration present practical and other barriers to
AI adoption. But the need for e�ective human-AI collaboration extends far beyond the
practical limitations and raises impo�ant questions about the transformational impact
that AI might have on existing societal structures and policy frameworks.

OSTP should consider more directly connecting Strategy 2 and Strategy 3. As one
approach, OSTP could speci�cally identify areas in which e�ective human-AI
collaboration might raise ethical, legal, and societal implications, and it could suppo�
research to understand those implications. For example, purely automated tools that
replace human labor entirely can raise signi�cant concerns regarding civil rights and
inequality. Human-AI collaboration also raises impo�ant questions about societal trust
towards AI technology and decision making, as well as the safety of the tools as they
are embedded within our environment.

Strategy 2 as described in the 2019 Strategic Plan highlights that there are ce�ain
areas for which human interaction will not be as relevant, such as deep sea exploration.
But human involvement may be relevant (and useful) in even these cases, such as
through remote interaction or management where potential physical dangers exist.
The desirability of human intervention in even these scenarios is a potential area for
fu�her research, and we encourage OSTP to consider updating Strategy 2 accordingly.
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Strategy 3: Understand and address the ethical, legal, and societal implications of
AI

Google agrees that long-term commitments from governments, industry, and
academia are needed to understand the ethical, legal, and societal implications of AI
and to develop AI systems that align with ethical, legal, and social principles. These
e�o�s must also remain �exible and adaptable as new innovations are discovered.

We have dedicated signi�cant resources to understanding the implications of our
technologies, and we have taken steps to enhance trust and mitigate AI risks. These
actions are guided by our AI Principles, which include “Be socially bene�cial,” “Avoid
creating or reinforcing unfair bias,” “Be accountable to people,” and “Be made available
for uses that accord with these principles.” Google assesses proposals for new AI
research and applications for alignment with its AI Principles through a dedicated
review process.

Ethical, legal, and societal implications of an AI technology cannot be completely
understood in a vacuum: the impacts of a technology depend on the context. We
therefore suggest that the updated Strategic Plan consider directing the research
called for in Strategy 3 to speci�c applications of AI, such as the human-AI
collaborations identi�ed in Strategy 2. We also encourage funding of research to
increase transparency at the AI model and system levels, so that we can be�er
understand how systems work, their impacts, and appropriate mitigations.

OSTP may also wish to consider how governmental license agreements for open
source models or datasets can be used to drive responsible adoption of AI tools across
the U.S. ecosystem. These license agreements can enhance trust by, for example,
providing recourse against deliberate misuse of open tools and data while still allowing
for democratization. At the same time, as we explain below, license agreements should
not become overly restrictive, or they otherwise risk jeopardizing the wide-ranging
bene�ts of open tools and datasets.

Strategy 4: Ensure the safety and security of AI systems

Signi�cant progress has been made in transparency and explainability research in
recent years. Google Research has published many recent papers, including on Testing
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with Concept Activation Vectors (TCAV) (2017), Estimating Training Data In�uence
(2020), Concept Bo�leneck Models (2020), and Disentangled Simultaneous
Explanations via Concept Traversals (DISSECT) (2021). While these advance our
knowledge of how to explain an AI (from the model’s algorithmic perspective), it is
equally critical to identify what humans need to know from an AI (from the user’s own
perspective, sociocultural context, and worldview). For example, there are still a
number of open questions surrounding topics such as:

● What kind of technical documentation is required for an AI system?
● What types of information about an AI system do users need to know, so that

the AI is more likely to produce positive human outcomes (e.g. human
productivity, e�o�, control, enjoyment)? How is that information best
communicated, and what information is relevant for which types of users? (Note
there has been recent progress on this topic of AI Onboarding: e.g. this 2019
paper on the onboarding needs of medical practitioners using AI, and this 2021
study on developing onboarding materials for AI users).

● How can the necessary information be provided while also protecting the
security, privacy, and intellectual prope�y of the system?

● How can the results of an AI system, and any related unce�ainty or risks, be
e�ectively communicated?

AI systems are rapidly increasing in size, acquiring new capabilities, and being
deployed in high-stakes se�ings, which increases the impo�ance of appropriately
securing AI systems from malicious actors and unintended accidents. Fu�her research
is also needed to identify and reduce the risk of hazards from AI systems (including
through making systems more robust). Google researchers worked with industry and
academic pa�ners on a roadmap for AI safety research in late 2021 in a publication
titled Unsolved problems in ML safety. This research outlined four immediate problem
areas—withstanding hazards (robustness), identifying hazards (monitoring), steering
ML systems (alignment) and reducing deployment hazards (external safety)— and
concrete research directions for each.

We recommend that the updated Strategic Plan call on the U.S. government to
continue investing in research to explore what constitutes appropriate levels of
explainability in speci�c contexts. In addition, we encourage OSTP to call on the U.S.
government to convene ML and AI researchers, practitioners, and other stakeholders
to share their progress on these questions to fu�her accelerate the development of
new knowledge.
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Strategy 5: Develop shared public datasets and environments for AI training and
testing

This remains a critical component of the U.S. AI R&D strategy. As the 2019 Strategic
Plan outlines, it is impo�ant to make data available, to clean and structure the data,
and to ensure it adheres to FAIR principles.5 The U.S. government has made great
progress in both making data more open and making it usable for ML and AI research,
and we welcome focused programs in this area such as NASA’s Transform to Open
Science initiative. We are also pleased that Congress established and OSTP and NSF
are leading the National AI Research Resource Task Force, responsible for dra�ing a
road map to democratize and expand access to critical resources and educational
tools relating to AI, and hope that the NAIRR will be established and fu�her accelerate
access to data (from both public and private sources), as well as AI training and testing
environments.6 We strongly suppo� establishing a NAIRR, and share the government’s
goal to make AI access more equitable through this resource. The NAIRR is a great
oppo�unity to suppo� increased access for a diverse range of researchers to critical
AI and cloud resources such as storage, compute, databases, networking, data
analytics, AI services and collaboration tools.

We encourage the updated strategy to build on this strong foundation. Below are a few
examples of current challenges faced by ML and AI researchers and recommended
actions that the U.S. government can take.

Researchers in AI and other domains o�en need data that exists from multiple sources,
and sometimes in various formats. Compiling such data is time- and
resource-intensive and prone to errors, which can limit the number of researchers
capable of conducting ce�ain analytics and might impact the resulting analyses. A way
in which these challenges can be addressed is through publicly available knowledge
graphs, which connect data from varied sources and make the resulting data and
connections available in one location for modeling and analysis. The National Science
Foundation has a Convergence Accelerator program focused on promoting
knowledge in the U.S. government,7 and the National Information Exchange Model is

7 h�ps://www.nsf.gov/od/oia/convergence-accelerator/Award%20Listings/track-a.jsp.

6h�ps://www.whitehouse.gov/ostp/news-updates/2021/06/10/the-biden-administration-launches-the-na
tional-a�i�cial-intelligence-research-resource-task-force/.

5 2019 Strategic Plan p. 28; h�ps://www.go-fair.org/fair-principles/.
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also working on this approach.8 Data Commons, a knowledge graph built by Google, is
an example of a knowledge graph that makes public data available via one API, and this
data is also available at datacommons.org.

Knowledge graphs are a key component of reducing the resources required to access
datasets needed for research, which ultimately enhances the abilities of government,
industry, and academic researchers to investigate impo�ant questions. We encourage
the U.S. government to prioritize development of knowledge graphs that incorporate
public data from all U.S. agencies, as well as publicly available private sector data. For
example, Google makes over 100 datasets available for use by AI/ML researchers. We
welcome oppo�unities to pa�ner with the U.S. government in these e�o�s.

We also encourage the U.S. government to remove, to the greatest extent possible,
restrictions on the use of public data, subject to reasonable and appropriate limitations
necessary to safeguard the privacy and security of sensitive data. For example, the
government could make its public data openly available under copyright, patent,
trademark, and trade secret laws with clear references to public domain licenses like
Creative Commons CC0. In addition, publicly funded researchers should be required
to share data openly in a manner that is easy to access and preserves privacy and
security. Where public data is already available online and is free from sensitive
personal information, the government should also eliminate unnecessary hurdles to
using that data such as by making data available in a machine-readable format, not
requiring registration,se�ing up an account, or providing personal data, or otherwise
requiring administrative steps. Provided it does not raise privacy concerns, public data
should be made available as soon as possible from its source and with the highest
possible level of granularity. Where privacy and security restrictions are needed, we
encourage the U.S. government to adopt consistent limitations across agencies and
datasets.

It is also critical that datasets used for AI (and other types of data science) are as
diverse and representative as possible. OSTP should expressly call on the U.S.
government to take action to make public datasets available for research and AI
training as representative as possible of the challenge at hand.

Ideally, researchers should have easy access (e.g. through one knowledge graph) to
reliable, clean, and FAIR data from around the world. We encourage OSTP to consider

8 h�ps://www.niem.gov/.
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updating the Strategic Plan to call on the U.S. government to look for oppo�unities in
international fora to make data from countries around the world more available and
accessible.

Strategy 6: Measure and evaluate AI technologies through standards and
benchmarks

Accepted, rigorous, and auditable standards and benchmarks are an impo�ant
component of trustwo�hy and responsible AI. We commend the National Institute of
Standards and Technology (NIST) for driving the development of AI standards and for
pa�icipating in standards-making proceedings in international fora such as the
International Organization for Standardization and the Institute of Electrical and
Electronics Engineers. We recommend continued NIST pa�icipation and leadership to
drive global AI standards harmonization, including as pa� of the EU-US Trade and
Technology Council and the Global Pa�nership on AI.

We also applaud NIST’s leadership in developing an AI risk management framework.9

OSTP may wish to consider how standards and benchmarks may be used to suppo�
the framework, including how AI developers and deployers should identify and repo�
pe�ormance against appropriate benchmarks for the application of AI in di�erent
domains or contexts. For example, it would be useful to have adversarial benchmarks,
clear de�nitions and escalation plans for issue severity, and monitoring production
systems to detect unrepo�ed concerns, among other items.

We also encourage OSTP in updating the Strategic Plan to suppo� the development of
standards that incentivize use of privacy-enhancing technologies such as di�erential
privacy and federated learning and analytics to enable increased and shared value
from AI while protecting individual privacy.

In addition, we suppo� the call in the 2019 Strategic Plan for the government to
establish testbeds to validate emerging technologies and commend NIST for its
progress on this item. We also see a need for additional testbeds to help compare the
e�ectiveness of new algorithms. In line with recommendations of the NAIRR Task
Force, we suggest that the NAIRR could �ll this gap. We recommend that the U.S.
government consider suppo�ing “living laboratory”-style testbeds to test deployment
of AI models for speci�c applications, such as in medicine.

9 h�ps://www.nist.gov/itl/ai-risk-management-framework/.
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Strategy 7: Be�er understand the national AI R&D workforce needs

The 2019 Strategic Plan highlighted the need for o�cial AI workforce data and called
for “additional studies on the current and future national workforce needs for AI
R&D.”10 Google agrees with the call for these studies. It would be helpful for the
government to regularly release information on its understanding of the state of the AI
R&D workforce in the US and to share its upcoming research agenda on workforce
needs.

We also recommend that the updated Strategic Plan expressly consider the e�ect of
immigration policies on the current AI R&D workforce and on the U.S.’s long-term
ability to a�ract more talent in the coming years. For example, the updated Strategic
Plan could include plans to study these e�ects to inform potential changes to the U.S.
immigration system, especially H-1B, H-4, and O-1 visas, to a�ract more talent or to
clarify criteria and rules for those seeking to bring their skills to the U.S. Additionally,
we note that the U.S. is currently experiencing a substantial backlog of highly skilled
applicants for green cards and other work visas, and it would be helpful for the
government to release more information about the number of people with skills in
AI-relevant �elds that are caught in the backlog.

Google also suppo�s the 2019 Strategic Plan’s call to broaden pa�icipation in the AI
R&D workforce of groups traditionally underrepresented in computing and related
�elds.11 The update should o�er more clarity on speci�c investments that can help
achieve that wo�hwhile goal. For example, the U.S. should invest in STEM education for
K-12 students in low-income districts that typically have a low level of early exposure
to STEM coursework. The updated Strategic Plan should also call for targeted research
to understand the state of STEM education in community colleges and other
underrepresented institutions and consider how they can expand access to STEM
education. Through our Google Career Ce�i�cates initiative, Google has made access
in STEM education a priority. The program o�ers ce�i�cates in IT Suppo� and Data
Analytics for free to all community colleges and career and technical education high
schools in the U.S., with the goal of providing students with technical skills to go on to
fu�her education or directly into technical career pathways.

11 Id., p. 38.
10 2019 Strategic Plan, p. 39.
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The 2019 Strategic Plan correctly emphasizes the need for multidisciplinary expe�ise
in AI research,12 and we recommend that the updated Strategic Plan expressly call for
greater investment in interdisciplinary higher education and professional programs
that integrate AI approaches into their areas of study (e.g. social sciences, psychology,
engineering). Additionally, the U.S. government can explore releasing greater
educational resources on AI such as core curriculum for universities to adopt,
advanced modules for those with relevant backgrounds, and more accessible
resources for those with backgrounds in other �elds.

Strategy 8: Expand Public-Private pa�nerships to accelerate advances in AI

The 2019 Strategic Plan correctly identi�es public-private pa�nerships as a key to
accelerating AI developments.13 While progress has been made in this area, we also
encourage the government to take steps to address remaining obstacles. For example,
research collaborations can currently require months of work negotiating agreements
and navigating procurement rules, which can impact the timeliness of the research
and otherwise slow down the pace of innovation in public and private sectors. It would
be useful for the government to explore mechanisms like agreement frameworks to
enable more seamless research collaboration across agencies. Additionally, as
mentioned under Strategy 1, the U.S. government may wish to consider establishing
priority areas for public-private research collaboration.

The U.S. government would also bene�t from additional AI talent in government to
accelerate foundational and applied research within government. The updated
Strategic Plan should call on the government to explore more investments in
AI-oriented talent exchange programs with industry and academia, including
fellowships and initiatives like the U.S. Digital Response. OSTP should also consider
establishing “Increasing AI talent in government” as a standalone pillar under the
updated Strategic Plan.

******

Google appreciates this oppo�unity to provide a response to the OSTP’s request for
information and looks forward to continued discussion to strengthen U.S. leadership on
AI R&D.

13 Id., pp. 40-42.
12 Id.
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