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600 14th St. NW, Suite 300 
Washington, D.C. 20005 

March 4, 2022 

AI R&D RFI Response Team 
Office of Science and Technology Policy 
Attn: NCO  
2415 Eisenhower Avenue 
Alexandria, VA 22314  

Subject: “Update of the National Artificial Intelligence Research and Development Strategic 
Plan” [FR Doc 2022-02161] 

To Whom It May Concern: 

On behalf of International Business Machines Corporation (IBM), we welcome the opportunity to 
respond to the Office of Science and Technology Policy’s (OSTP) request for information (RFI) 
regarding the “Update of the National Artificial Intelligence Research and Development Strategic 
Plan” of 2019.  

IBM is an artificial intelligence (AI) and hybrid cloud technology leader that is engaged in research 
and development across a broad set of scientific and industry domains. IBM has long been committed 
to the research, development, and deployment of new technologies – including AI. IBM believes that 
carefully constructed research and development (R&D) frameworks are critical to realizing AI's vast 
potential, and are vital to mitigating any potential impacts. In addition, IBM recognizes that AI is a 
rapidly evolving technology that requires a carefully calibrated AI R&D strategic plan to ensure that 
federal investment priorities keep pace with the rapidly evolving technical environment to drive AI 
innovation. 
Overall, IBM believes the overarching aims in the Strategic Plan of 2019 remain an appropriate 
construct by which to advance national AI R&D efforts. Previously, IBM responded to OSTP’s RFI on 
establishing an Implementation Plan to guide the National Artificial Intelligence Research Resource 
(NAIRR), in which we outlined several themes that may be relevant to consider in the update of the 
Strategic Plan for 2022. Below, we offer commentary on areas of the 2019 Strategic Plan that we 
believe remain relevant, and suggest updates. For any questions, please contact Mr. Jeffrey Brown, 
Science & Technology Policy Executive at jeffrey.brown@ibm.com.  

Respectfully, 

Jeffrey J. Welser 
COO IBM Research 
VP Exploratory Science & University Collaborations 

https://www.federalregister.gov/documents/2022/02/02/2022-02161/request-for-information-to-the-update-of-the-national-artificial-intelligence-research-and
https://www.ai.gov/rfi/2021/86-FR-39081/IBM-NAIRR-RFI-2021.pdf
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IBM Response to OSTP RFI – “Update of the National Artificial Intelligence Research 
and Development Strategic Plan” [FR Doc 2022-02161] 
  
COMMENTS ON EXISTING (2019) STRATEGIC AIMS:  
 
Strategy 1) Make long-term investments in AI research 
 
As part of the effort to sustain long-term investments in fundamental AI research, the 2022 
R&D Strategic Plan should support the continued expansion of the National AI Research 
Institutes Program. The Program is establishing a nationwide network of AI research 
clusters that can support sustained, large-scale, and multidisciplinary research into 
pressing challenges. To date, the Program has established eighteen Research Institutes that 
each operate as hubs for research into how AI can be used to address a broad range of 
societal and technological challenges, including climate change, the agricultural supply 
chain, and cybersecurity.  By bringing together researchers from multiple academic 
institutions, as well as experts from industry, government, and NGOs, each of the Program’s 
Research Institutes are helping to break down siloes and foster coordination across the 
United States’ dispersed AI R&D ecosystem. The 2022 R&D Strategic Plan should highlight 
the critical importance of the Program, and signal support for its continued expansion.   
 
Strategy 2) Develop effective methods for human-AI collaboration 
 
IBM is supportive of the 2019 goals outlined under Strategy 2. In contemplating 
improvements to human-AI collaboration as part of the 2022 strategy, we recommend an 
increase in support for AI R&D related to the usability and explainability of decisions 
provided to the human. Such research is needed not only to build better explanations, but 
to determine how to help the user reason with the explanation as well. To address 
challenges related to explainability, common sense, robustness, and human-AI 
collaboration, IBM supports additional R&D focus on neuro-symbolic AI, which combines 
statistical learning with logic-based AI techniques and allows data-driven machine learning 
to be combined with symbolic reasoning, decision making, and human-machine 
interaction.    

Strategy 3) Understand and address the ethical, legal, and societal implications of AI  

Since the 2019 Strategy was released, government, industry, and academia have made 
strides in understanding and addressing the ethical, legal, and societal implications of AI. 
However, many challenges related to transparency, fairness, explainability, robustness, 
and privacy remain unresolved and require continuous research and monitoring if they are 
to be properly addressed. AI is a rapidly evolving technology and its applications are 
multiplying, so it is important to also provide all AI stakeholders – including researchers 
and developers – with multistakeholder environments where it is easy to clearly identify 
new challenges (such as those related to deep fakes, tech addiction, and large language 
models).   
 

https://researcher.watson.ibm.com/researcher/view_group.php?id=10518
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The 2022 R&D Strategic Plan should incorporate principles for trustworthy AI, including 
fairness, explainability, and transparency, including the work being undertaken by the 
National Institute for Standards and Technology (NIST) to develop a cross-sectoral AI Risk 
Management Framework. To support bias mitigation strategies, updates to the 2022 
Strategy should proactively implement AI ethics principles and practices and ensure 
appropriate governance is in place to provide ongoing review and oversight. IBM has 
defined a risk-based AI governance policy framework, Precision Regulation, that calls for 
fairness and security validated by testing for bias before AI is deployed and re-tested as 
appropriate throughout its use, especially in automated determinations and high-risk 
applications. IBM also encourages OSTP to use the NAIRR Task Force as a forum to expand 
efforts to develop and deploy safe and ethical AI to researchers across the U.S. 
 
Strategy 4) Ensure the safety and security of AI systems 
  
If researchers and developers are not trained to recognize possible sources and types of bias 
in their decisions and in the AI models they build, AI techniques based on data-driven 
machine learning could perpetuate and amplify bias and discrimination. However, if 
carefully educated and trained, they can use AI to identify and mitigate discrimination, and 
build a transparency layer on top of such models, so others can easily understand 
outstanding risks. Technical tools need to be combined with human multistakeholder 
consultations and training, so AI R&D can become increasingly more socio-technical rather 
than just a technical effort. 
 
The 2019 update rightly recognized that the security and safety of AI systems is something 
that needs to be addressed throughout the AI development lifecycle as it is foundational to 
trustworthy AI. The update additionally noted that adversarial AI is becoming a larger issue. 
We believe these tenets remain relevant in 2022. Indeed, we encourage public and private 
sector stakeholders to incorporate AI systems into threat modeling and security risk 
management, taking into account AI systems as a potential attack surface. We also 
encourage governments to invest in security innovation to counter adversarial AI and urge 
OSTP to elevate this as a priority for R&D funding moving forward. As part of its 2022 
update, we urge OSTP to consider how AI can be integrated into defensive cybersecurity 
technology to effectively respond to automated, complex, and constantly evolving 
cyberattacks. As such, it may be appropriate to also highlight this as an area for additional 
R&D focus and funding.  
 
Strategy 5) Develop shared public datasets and environments for AI training and 
testing 
 
In IBM's response to the NAIRR RFI, we noted that limited access to data is a potentially 
serious roadblock to democratizing access to AI R&D, particularly given the lack of a 
comprehensive data-sharing strategy in the U.S. The 2022 Strategic Plan should prioritize 
the development of shared public datasets and environments for AI training and testing that 
include data that is high-quality, credible, timely, and machine-readable. Data should 
adhere to FAIR guiding principles to improve the findability, accessibility, interoperability, 

https://www.go-fair.org/fair-principles/
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and reuse of data, thereby helping to democratize AI R&D to a wider cross-section of 
Americans. 

To fuel AI R&D efforts, the U.S. should develop national AI testbeds and define application 
targets for U.S. industry that allow it to create communities of discovery that accelerate 
efforts around, for example, the development of drugs and vaccines. For example, the 
COVID-19 High-Performance Computing Consortium illustrates the enormous value of 
creating platforms for data sharing and computational resources to accelerate scientific 
discovery. In line with our recommendations on public-private partnerships outlined in 
Strategy 8, creating communities of discovery furthers AI R&D by pairing the development 
of physical infrastructure with communities focused on application.  

Additionally, as a federated and heterogeneous system-of-systems, the NAIRR should 
include a number of testbeds for evaluating and researching ethical AI across myriad 
disciplines and implementations – including evaluating and testing for bias. In this way the 
NAIRR could potentially be a useful mechanism to aid in operationalizing the aims 
associated with OSTP's AI Bill of Rights. 

Strategy 6) Measure and evaluate AI technologies through standards and benchmarks 

The 2019 Strategic Plan emphasizes the need for AI standards and benchmarks in the U.S. 
and around the world. NIST has developed standards, guidance, and best practices, to 
include the work on explainability and managing AI bias as referenced in Strategy 3. 
Congress has directed NIST to develop an AI Risk Management Framework, a tool that 
organizations can use to evaluate, assess, and manage risks that may result from the 
development and use of AI. The Framework will leverage existing standards and best 
practices that organizations can use to achieve stated outcomes and is worth highlighting 
as an important and robust U.S. effort related to implementing this strategic aim in an 
update to the 2022 Strategic Plan.  

Despite these recent developments, the field of AI standards remains nascent, and, in order 
to ensure the ecosystem continues to evolve, it is important that the United States 
government continues to support industry participation in international standards 
organizations. Specifically, we suggest a focus on ensuring participation in ISO/IEC JTC 1 
SC 42, where standards are being developed on many aspects of AI. This direction of 
development and adoption of AI standards and benchmarks is even more critical for 
emerging applications, such as AI for climate change and AI for drug discovery. 
Incentivizing worldwide efforts in this direction will help AI transform the solution space 
for these critical challenges, in terms not only of costs and speed of discovery, but also of 
expanding the search space and discovering new modes of actions.  We offer additional 
thoughts on international cooperation in Strategy 9, where we make the point that the U.S. 
Government should increase international coordination on AI-related R&D.  

https://covid19-hpc-consortium.org/
https://www.whitehouse.gov/ostp/news-updates/2021/10/22/icymi-wired-opinion-americans-need-a-bill-of-rights-for-an-ai-powered-world/
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Strategy 7) Better understand national AI R&D workforce needs 

Attaining the AI R&D goals outlined in the 2019 Strategy will require a well-trained AI R&D 
workforce capable of fueling innovation over the long run. In line with our 2021 NAIRR RFI 
response, IBM believes that democratizing AI R&D is critical to broadening and diversifying 
the AI workforce. We recommend updates to the Strategy in two areas:  

A) Build a Pipeline of Human Capital: IBM strongly supports the National Artificial 
Intelligence Initiative, which created grants at the National Science Foundation for AI 
research, including workforce training and career and technical education programs and 
activities, undergraduate, graduate, and postdoctoral education, and informal education 
opportunities. 

Updates to the Strategy should ensure that such grants and programs are aligned with the 
NAIRR – which will be a lynchpin in the 'democratization’ of AI R&D to underserved regions 
and user groups. Once the physical infrastructure of the NAIRR is in place, researchers will 
face the challenge of developing the skills and competencies needed to adopt and use the 
resource to accelerate their AI research. 

Further, updates to the 2022 Strategic Plan should incorporate the collection and analysis 
of data to forecast the skills and competencies that will be required to operate and use the 
NAIRR, and, more broadly, fuel a broader range of translational AI R&D. Government should 
work to better incentivize employers to improve their data collection methods, consolidate 
existing public workforce datasets, and support the creation of more modernized labor 
market databases that track in-demand AI skills. This analysis could then be matched with 
educational pathways and potential retraining opportunities to ameliorate the long-term 
growth of the AI R&D workforce. 

B) Promote AI R&D at Regional Hubs: IBM strongly supports the establishment and 
strengthening of regional hubs to promulgate the development and deployment of 
emerging technologies such as AI, which would in turn advance workforce training, 
economic opportunity, and representation. As outlined in Strategy 1, IBM supports the 
extension of the National AI Research Institutes Program alongside regional hubs to ensure 
that more Americans participate in AI R&D. Regional hubs should also be a locus for the 
development and deployment of AI testbeds outlined in Strategy 5. 

Strategy 8) Expand Public-Private Partnerships to accelerate advances in AI 

Public-private partnerships can advance AI R&D, democratize access, and equip an AI-
ready workforce. At a technical level, public-private partnerships should focus on the 
pooling of resources, including facilities, datasets, and expertise, to advance science and 
engineering innovations. For example, efforts to pool and share resources through the 
NAIRR offer a path for leveraging the unique capabilities of the public, private, and 
academic sectors to advance AI R&D. 
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As part of the effort to sustain long-term investments in fundamental AI research (Strategy 
1), the 2022 R&D Strategic Plan should support the continued expansion of the National AI 
Research Institutes Program. The 2022 R&D Strategic Plan should acknowledge the critical 
importance of the Program, and support its continued expansion. To date, the Program has 
established eighteen Research Institutes that operate as hubs that promote translational 
research into how AI can be used to address a broad range of societal and technological 
challenges, including climate change, agricultural supply chain challenges, and 
cybersecurity.  
 
IBM believes that public-private collaboration is key to generating translational 
applications that can address societal issues such as climate change, the future of work, and 
healthcare, especially in communities that have transitionally been underserved. AI R&D 
investments should be targeted at growing translational R&D that puts emerging AI 
technologies into immediate practice to address societal impacts. One specific example of 
such an existing collaboration is the IBM-Mila partnership, which is focusing on developing 
AI solutions for tackling overlooked global threats such as antimicrobial resistance (AMR). 
AMR causes 4.95 million deaths per year globally, with an economic impact of $55 billion in 
the U.S. alone.  
 
Finally, for the 2022 update, IBM recommends adding a new strategic aim:  
 
Strategy 9) Increase international collaboration to amplify the benefits of AI R&D 
 
Given the rapid pace of AI innovation and the patchwork of R&D investment worldwide, 
updates to the Strategy should focus on boosting international collaboration amongst 
academic institutions, industry, and governments in like-minded partner countries. 
Aligning U.S. R&D priorities with investments made by partner countries will act as a force 
multiplier that complements domestic capabilities. In particular, international 
collaboration will amplify efforts to boost the AI workforce, help to resolve societal 
challenges, and ensure that more Americans benefit from opportunities afforded by AI R&D. 
 
IBM supports increased U.S. participation in the Global Partnership on AI (GPAI), which 
assembles like-minded countries to engage in joint research and the tackling shared global 
challenges. Current IBM-GPAI initiatives include privacy-preserving technology, AI for 
climate change, responsible AI, and AI for drug discovery. This type of collaboration helps 
promote regulatory convergence, while also facilitating the flow of information between the 
U.S. and like-minded partners, which could in turn spur domestic innovation and job 
creation. Funding a coordinated international effort to tackle emerging global challenges 
like antimicrobial resistance or climate change will also reduce costs for each nation and 
accelerate the discovery cycle by encouraging development and adoption of open data and 
knowledge sharing platforms and AI benchmarks and standards.  
 
Finally, updates to the Strategy should emphasize the creation of joint international 
research programs in AI across agencies. For example, by teaming NSF with corresponding 
agencies in the European Union to define research programs of joint interest in core and 

https://beta.nsf.gov/funding/opportunities/national-artificial-intelligence-research-institutes
https://beta.nsf.gov/funding/opportunities/national-artificial-intelligence-research-institutes
https://agaid.org/
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applied AI, as well as in the context of large centers such as NSF AI Institutes. Establishing 
collaborative and reciprocal AI R&D centers should include scientists and industry 
participants working jointly to advance critical topics in AI related to contextual AI, 
trustworthy AI, foundation AI, AI engineering, and AI hardware. The creation of such 
institutes should be linked to regional innovation hubs outlined in Strategy 7. 


